Oracle Database Administration

Lesson 1
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· Physical Database Structure
· ControlFiles

· Data Files (DBWn)

· Red Log Files(LGWR, ARCH)
Oracle Products 
· Oracle databases: The Oracle database is the first database that is designed for enterprise grid computing, the most flexible and cost-effective way to manage information and applications. 

· Oracle Application Server: Oracle’s Java 2, Enterprise Edition (J2EE)–certified server integrates everything that is needed to develop and deploy Web-based applications. The application server deploys e-business portals, Web services, and transactional applications, including PL/SQL, Oracle Forms, and J2EE-based applications. 

· Oracle Applications: Oracle E-Business Suite is the premier enterprise resource planning (ERP) suite in the industry. Encompassing many modules, including financials, human resources, distribution, manufacturing, and many others, the E-Business Suite allows organizations to leverage Oracle technology to better run their businesses and increase profitability and customer satisfaction. Oracle E-Business Suite makes use of the Oracle database, Application Server, and Developer Suite to run and enhance the application.
· Oracle Developer Suite: Oracle Developer Suite is a complete, integrated environment that combines application development and business intelligence tools.
· Oracle services: Services such as Oracle Consulting and Oracle University provide you with the necessary expertise for your Oracle projects
Responsibilities of an Oracle Database Administrator 

· Installing and upgrading the Oracle Database server and application tools

· Allocating system storage and planning future storage requirements for the database system

· Creating primary database storage structures (tablespaces) after application developers have designed an application

· Creating primary objects (tables, views, indexes) once application developers have designed an application

· Modifying the database structure, as necessary, from information given by application developers

· Enrolling users and maintaining system security

· Controlling and monitoring user access to the database

· Monitoring and optimizing the performance of the database

· Planning for backup and recovery of database information

· Maintaining archived data on tape

· Backing up and restoring the database

· Contacting Oracle for technical support

Oracle Database Architecture
Consists of an Oracle Instance and Oracle database 
Each running Oracle database is associated with an Oracle instance. When a database is started on a database server, the Oracle software allocates a shared memory area called the System Global Area (SGA) and starts several Oracle background processes. This combination of the SGA and the Oracle processes is called an Oracle instance.

After starting an instance, the Oracle software associates the instance with a specific database. This is called mounting the database. The database is then ready to be opened, which makes it accessible to authorized users. Multiple instances can execute concurrently on the same computer, each accessing its own physical database.

You can look at the Oracle database architecture as various interrelated structural components.

An Oracle database uses memory structures and processes to manage and access the database. All memory structures exist in the main memory of the computers that constitute the database server. Processes are jobs that work in the memory of these computers. A process is defined as a “thread of control” or a mechanism in an operating system that can run a series of steps
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The Oracle Instance

An Oracle Server instance is made up of Oracle’s main memory structure, called the System Global Area (SGA), and several Oracle background processes. It is with the SGA that the Server Process communicates when the user accesses the data in the database. The components of the instance are described in the following sections.
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Oracle Processes
When you invoke an application program or an Oracle tool, such as Enterprise Manager, the Oracle server creates a server process to execute the commands issued by the application. The Oracle server also creates a set of background processes for an instance that interact with each other and with the operating system to manage the memory structures, asynchronously perform I/O to write data to disk, and perform other required tasks. Which background processes are present depends on the features that are being used in the database. There are many types of Oracle background processes. Each performs a specific job in helping to manage the instance. Five Oracle background processes are required, and several background processes are optional. The required background processes are found in all Oracle instances. Optional background processes may or may not be used depending on which optional Oracle features are being used in the database. The most common background processes are the following:

· System Monitor (SMON): Performs crash recovery when the instance is started following a failure, manages space used for sorting 
· Process Monitor (PMON): Performs process cleanup when a user process fails

· Database Writer (DBWn): Writes modified blocks from the database buffer cache to the data files on the disk

· Checkpoint (CKPT): Updates all the data files and control files of the database to indicate the most recent checkpoint

· LogWriter (LGWR): Writes redo log entries to the disk
· Archiver (ARCn): Copies redo log files to the archival storage when a log switch occurs
Physical Database Structure
An instance is a temporary memory structure, but the Oracle database is made up of a set of physical files that reside on the host server’s disk drives. These files are called control files, datafiles, and redo logs. Additional physical files that are associated with the Oracle database, but are not technically part of the database, are the password file, the PFILE and SPFILE described previously, and any archived redo log files.
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The files that constitute an Oracle database are organized into the following:

· Control files: Contain data about the database itself (that is, physical database structure information). These files are critical to the database. Without them, you cannot open data files to access the data within the database. (SELECT * FROM v$controlfile) 
· Data files: Contain the user or application data of the database (SELECT * FROM v$datafile) 
· Online redo log files: Allow for instance recovery of the database. If the database crashes and does not lose any data files, then the instance can recover the database with the information in these files. 
The following additional files are important to the successful running of the database:

· Parameter file: Is used to define how the instance is configured when it starts up

· Password file: Allows users to connect remotely to the database and perform administrative tasks

· Backup files: Are used for database recovery. You typically restore a backup file when a media failure or user error has damaged or deleted the original file. 
Archive log files: Contain an ongoing history of the data changes (redo) that are generated by the instance. Using these files and a backup of the database, you can recover a lost data file. That is, archive logs enable the recovery of restored data files.

· Control Files

Control files are critical components of the database because they store important information that is not available anywhere else. This information includes the following:

· The database name

· Names and locations of associated datafiles and redo log files

· The timestamp of the database creation

· The current log sequence number

· Checkpoint information
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The control files are created when the database is created in the locations specified in the control_files parameter in the parameter file. Because loss of the control files negatively impacts the ability to recover the database, most production databases multiplex their control files to multiple locations. Oracle uses the CKPT background process to automatically update each of these files as needed, keeping the contents of all copies of the control synchronized. You can use the dynamic performance view V$CONTROLFILE to display the names and locations of all the database’s control files. A sample query of V$CONTROLFILE on a Unix system is shown here:

SQL> select name from v$controlfile;

NAME

------------------------------------

/u02/oradata/PROD/control01.ctl

/u03/oradata/PROD/control02.ctl

/u05/oradata/PROD/control03.ctl

This query shows that the database has three control files, called control01.ctl, control02.ctl, and control03.ctl, which are stored in the directories /u02/oradata/PROD/, /u03/oradata/PROD/, and /u05/oradata/PROD/ respectively. You can also monitor control files using EM Database Control
Every Oracle Database should have at least two control files, each stored on a different physical disk. If a control file is damaged due to a disk failure, the associated instance must be shut down. Once the disk drive is repaired, the damaged control file can be restored using the intact copy of the control file from the other disk and the instance can be restarted. In this case, no media recovery is required.

The behavior of multiplexed control files is this:

· The database writes to all filenames listed for the initialization parameter CONTROL_FILES in the database initialization parameter file.

· The database reads only the first file listed in the CONTROL_FILES parameter during database operation.

· If any of the control files become unavailable during database operation, the instance becomes inoperable and should be aborted.
ALTER DATABASE BACKUP CONTROLFILE TO TRACE as ‘\tmp\trace.txt’;
Datafiles
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Datafiles are the physical files that actually store the data that has been inserted into each table in the database. The size of the datafiles is directly related to the amount of table data that they store. Datafiles are the physical structure behind another database storage area called a tablespace. A tablespace is a logical storage area within the database. Tablespaces group logically related segments.  
Each Oracle database has one or more physical data files. Data files contain all the database data. The data of logical database structures, such as tables and indexes, is physically stored in the data files allocated for a database.

The data in a data file is read, as needed, during normal database operations and stored in the buffer cache of the Oracle instance. For example, assume that a user wants to access some data in a table of a database. If the requested information is not already in the buffer cache for the database, then the data block is read from the appropriate data files and stored in memory.

Modified or new data is not necessarily written to a data file immediately. To reduce the amount of disk access and to increase performance, modified data is pooled in memory and written to the appropriate data files all at once.

Redo Log Files
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Redo log files record changes to the database as a result of transactions and internal Oracle server actions. (A transaction is a logical unit of work, consisting of one or more SQL statements run by a user). Redo log files protect the database from the loss of integrity because of system failures caused by power outages, disk failures, and so on. Redo log files must be multiplexed to ensure that the information stored in them is not lost in the event of a disk failure.

The redo log consists of groups of redo log files. A group consists of a redo log file and its multiplexed copies. Each identical copy is said to be a member of that group, and each group is identified by a number. The LogWriter (LGWR) process writes redo records from the redo log buffer to all members of a redo log group until the file is filled or a log switch operation is requested. Then it switches and writes to the files in the next group. Redo log groups are used in a circular fashion.

Figure 6-1 Reuse of Redo Log Files by LGWR
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Redo log files that are required for instance recovery are called active redo log files. Redo log files that are no longer required for instance recovery are called inactive redo log files.

 When LGWR wraps around from the last redo log group back to the first redo log group, any recovery information previously stored in the first redo log group is overwritten and therefore no longer available for recovery purposes. However, if the database is operating in archive log mode, the contents of these previously used logs are copied to a secondary location before the log is reused by LGWR. If this archiving feature is enabled, it is the job of the ARCn background process described in the previous section to copy the contents of the redo log to the archive location. These copies of old redo log entries are called archive logs.
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How the Oracle Database Works
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The following example describes the most basic level of operations that the Oracle database performs. This illustrates an Oracle configuration where the user and associated server processes are on separate computers (connected through a network).

1.
An instance has started on the computer running Oracle (often called the host or database server).

2.
A computer running an application (a local computer or client workstation) runs the application in a user process. The client application attempts to establish a connection to the instance by using the Oracle Net Services driver.

3.
The instance detects the connection request from the application and connects to a server process on behalf of the user process.
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4.
The user updates a row. 

5.
The server process receives the statement and checks if it is already in the shared pool of the SGA. If a shared SQL area is found, the server process checks the user’s access privileges to the requested data, and the previously existing shared SQL area is used to process the statement. If not, then a new shared SQL area is allocated for the statement, so that it can be parsed and processed.

6.
The server process retrieves any necessary data values from the actual data file (table) or from data blocks that are stored in the SGA.

7.
The server process modifies the table data in the SGA. 

8.
When the transaction is committed, the LGWR process immediately records the transaction in the redo log file.

9.
The DBWn process writes modified blocks to the disk when doing so is efficient. 

10.
The server process sends a success or error message across the network to the application. 

Throughout this entire procedure, the other background processes run, watching for conditions that require intervention. 

